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Abstract

The structure of optimal contracts is often interpreted using an analogy

to a statistical inference problem. This paper develops further connections

between the contracting problem and inference and estimation problems. The

variance of the agent�s utility from any incentive compatible contract is bounded

below in the same way that the Cramér-Rao Lower Bound bounds the variance

of an unbiased estimator, using Fisher Information. Likewise, the contract�s

average incentives, as derived from a linear regression, are determined by Fisher

Information. More risk averse agents may optimally be incentivized with a

bigger stick and a smaller carrot than less risk averse agents.
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1 Introduction

Holmström (1979) o¤ered what is now a classic explanation of the structure taken by

the optimal contract in a moral hazard problem. The optimal contract relies heavily

on the likelihood-ratio, fa=f , where a is the agent�s one-dimensional action and f(xja)
is the density of the signal x, given action a. Holmström�s (1979) explanation is based

on an intuitive analogy to a statistical inference problem:

�the outcome x can be used as a signal about the action which is not

directly observed. We note that fa=f is the derivative of the maximum

likelihood function log f , when a is viewed as an unknown parameter. In

this sense fa=f measures how strongly one is inclined to infer from x that

the agent did not take the assumed action, and [the optimal contract] says

that penalties or bonuses (as expressed by deviations from �rst-best risk

sharing) should be paid in proportion to this measure.�

However, as Holmström (1979) himself notes, there is no need for the principal

to infer the agent�s action in the contracting problem because it can be calculated

from the incentive compatibility constraint. Thus, the analogy is instructive but not

completely accurate. Nevertheless, Holmström�s interpretation remains popular.

This paper notes further connections between the contracting problem on the one

hand and inference and estimation problems on the other hand. The �rst part of the

paper focuses on basic properties of incentive compatible contracts. The second part

utilizes this analysis to examine incentives in optimal contracts.

The �rst result is that the variance of the agent�s utility in the contracting problem

can be bounded below in a way that is identical to how the Cramér-Rao Lower

Bound (CRLB) bounds the variance of an unbiased estimator of the agent�s action.

In fact, the proof is essentially the same. The result is remarkably robust. It does

not rely on the �rst-order approach, the monotone likelihood-ratio property, or a risk

neutral principal. Minimum and maximum wages are permitted and the participation

constraint need not bind. The only requirement is incentive compatibility.

To be more concrete, the basic ingredients of the problem are as follows. Given

a vector of signals with realization x, the contract pays w(x) and the agent earns

utility from income of v(w(x)). The distribution of the vector of signals is impacted

by the agent�s action, a. In the inference problem, the econometrician observes and
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uses v(w(x)) as an estimator of a. The Cramér-Rao Lower Bound depends only on

the agent�s marginal costs and Fisher Information. Fisher Information is the variance

of the likelihood-ratio and is thus a summary statistics of the information system.

The economic implication of the result is that regardless of the agent�s utility

function, the wage schedule must possess enough variability to generate variance in

utility that exceeds a certain threshold. Otherwise, the contract cannot be incentive

compatible. In comparison, recall that the agent is o¤ered a �at wage under e¢ cient

risk sharing when the principal is risk neutral. Thus, the agent�s utility has zero

variance in that case. The CRLB can therefore be seen as quantifying the minimal

amount of uncertainty that is imposed on the agent in moral hazard problems. The

result is also of relevance when considering contracting environments with minimum

and maximum wages. Such restrictions limit the range of utility that can be given to

the agent and put an upper bound on the variance of utility that can be provided.

Thus, it is possible to quantify when minimum and maximum wages are so restrictive

that they rule out the existence of an incentive compatible contract in the �rst place.

Before continuing, it is useful to pause to consider the variables of interest. It is

perhaps most natural to think of a contract as a wage schedule, i.e. as a mapping from

the signal to a wage. However, for the purposes of this paper, it is often more fruitful to

think of the contract as inducing what will here be termed a utility schedule, mapping

the likelihood-ratio to utility.1,2 First, Holmström�s (1979) argument suggests that

the signal is useful primarily for its informational content, as summarized by the

likelihood-ratio. Thus, one could conceivably think of the likelihood-ratio as being the

�unit of information.�It re�ects how the agent�s action e¤ects the signal�s distribution

and thus reveals his ability to impact the wage distribution, a factor that is clearly

important in determining incentives. Moreover, as Jung and Kim (2015) point out,

the likelihood-ratio is a scalar even when the signal is a vector. Indeed, they refer to

the likelihood-ratio as the �information variable.�

Second, the agent translates the wage into utils before deciding how hard to work.

The same wage schedule provides di¤erent incentives to agents with di¤erent utility

functions. Thus, to understand the incentives embodied in any given wage schedule,

1Note that distinct signal realizations may produce the same likelihood-ratio. Thus, even with
a deterministic, or single-valued, wage schedule, the utility schedule may nevertheless be a many-
valued function. This complication is irrelevant for the �rst part of the paper. In the second part of
the paper, any signal with the same likelihood-ratio is paid the same.

2In comparison, Grossman and Hart (1983) make use of the mapping from signal to utility.

2



the agent�s utility function must be known. For this reason, wage schedules on their

own are less informative about the incentives being provided. In comparison, utility

schedules by construction subsume utility functions and the information variable.

In fact, dating back to at least Jewitt (1988), optimal contracts are often, under

additional assumptions, presented precisely in terms of a utility schedule. However,

the concept is useful for arbitrary incentive compatible contracts and optimal con-

tracts in environments that are less structured than Jewitt�s. Moreover, in many

ways it turns out to be easier, and no less informative, to compare utility schedules

rather than wage schedule across individuals with di¤erent utility functions. Thus,

the objects of study in this paper are incentive compatible utility schedules.

The CRLB is tight if and only if the contract implies a linear utility schedule.

Such a contract can often be engineered, but it need not be optimal. However, the

observation gives rise to the idea of comparing the contracting problem to an esti-

mation problem. Thus, consider an econometrician who regresses the agent�s utility

(dependent variable) on the likelihood-ratio (independent variable), hypothesizing a

linear relationship. The slope, �, of the linear regression thus describes the contract�s

�average� incentives. Speci�cally, � can be thought of as an average piece-rate, i.e.

how well the agent is on average rewarded in utils for a marginally higher likelihood-

ratio. The second result is that this measure of incentives depends exclusively on the

agent�s marginal costs and Fisher Information. The lower Fisher Information is, the

steeper incentives have to be on average to ensure incentive compatibility. In fact, all

utility schedules that yield the same expected utility share the same regression line.

This way of thinking about incentives partly resolves a common frustration of

working with this particular moral hazard model. One problem is that wages may

be highly non-linear in the signal. Thus, there is no easy scalar measure of the

strength of incentives in the literature. The suggestion here is that � may function

as an aggregate measure of incentives. After all, the regression smooths out the

nonlinearities and yield the summary measure �. Note, however, that � and the

CRLB may be non-monotonic in the action that is to be induced. The reason is that

Fisher Information may increase faster in the agent�s action than marginal costs.

The second part of the paper focuses on optimal contracts. Holmström (1979)

assumes that the �rst-order approach is valid. The same assumption is imposed

here, along with the assumptions that the principal is risk neutral and that wages

are interior. These assumptions lend more structure to the optimal utility schedule.
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Thus, the preceding analysis can be re�ned. Jewitt (1988) explicitly points out that

the optimal contract maps the likelihood-ratio into the agent�s utility. The properties

of the optimal utility schedule depends on the underlying utility function. For utility

functions exhibiting constant relative risk aversion (CRRA) over income, v(w) = w,

w � 0,  2 (0; 1), the mapping is concave if  2
�
0; 1

2

�
and convex if  2

�
1
2
; 1
�
. For

utility functions exhibiting constant absolute risk aversion (CARA), v(w) = 1�e�rw
r

,

r > 0, the mapping is concave for all r > 0.

The class of utility functions for which the CRLB is tight under the optimal

contract is characterized. This class consists of all v(w) functions that are proportional

to
p
k + bw, b > 0 and k + bw � 0. Thus, any agent with a utility function of this

form experiences the exact same variance in utility. Any agent with a utility function

outside this class is subjected to higher variance. Hence, the class of square-root

utility functions identi�es �minimal variance� settings. The family of square-root

utility functions is precisely the family for which Jewitt�s utility schedule is linear.

However, it is also possible to more directly compare optimal utility schedules

across agents with di¤erent utility functions. Recall that all incentive compatible

utility schedules share the same regression line. An implication is that any two such

schedules must coincide more than once. Conditions are identi�ed under which two

di¤erent utility schedules, engineered for two di¤erent agents, cross exactly twice.

This is the case when comparing agents with di¤erent CRRA utility functions or

di¤erent CARA utility functions as speci�ed above. The more risk averse agent

experiences lower utility than the less risk averse agent if the likelihood-ratio is very

low or very high. Stated di¤erently, the former agent is punished more severely in utils

for extreme failure (a low likelihood-ratio) and rewarded less generously in utils for

excellent performance (high likelihood-ratio). Thus, measured in utils, incentives are

provided to the more risk averse agent with a bigger �stick�and a smaller �carrot.�

Note that these comparative statics are robust to changes in the information

system. The reason is that the qualitative features of optimal utility schedules are not

very sensitive to changes in the distribution of the likelihood-ratio. Wage schedules,

however, depend more critically on the distribution of the signal.3 A change in the

distribution may change the curvature of the wage schedule. In this sense, the focus on

utility schedules rather than wage schedules lead to more robust comparative statics.

3See e.g. Chaigneau (2015) and Sinclair-Desgagné and Spaeter (2017) and the references therein
for an overview of the somewhat fragmented literature on optimal wage schedules.
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2 The Cramér-Rao Lower Bound

Basic assumptions on the agent�s environment are described �rst. For background,

the inference problem is then considered and the traditional version of the CRLB is

derived in the standard way.4 Then, the contracting problem is examined and the

CRLB is derived in this context. The section concludes with discussions of restrictions

on the contracting environment and a speci�c, possibly suboptimal, type of contract.

The arguments used throughout the paper are straightforward and should be familiar.

Thus, most proofs are contained in the text, in part in order to better draw out the

parallels between the contracting problem and other well-understood problems.

The agent: The agent�s continuous and one-dimensional action, a 2 A, determines
the distribution of a potentially many-dimensional random variable, X. The density

f(xja) is di¤erentiable, bounded, strictly positive, and the support is bounded and
independent of a. Likewise, the derivative fa(xja) is bounded and continuous. Thus,
the likelihood-ratio fa=f is continuous and bounded and its variance exists. The

latter, denoted I(a), is also known as Fisher Information. The agent�s Bernoulli
utility function can be written as u(w; a) = v(w)� c(a), where w is his wage. To �x
ideas, utility of income, v(w), is strictly increasing and strictly concave on its domain,

with v0(w) > 0 > v00(w). The cost function is strictly increasing in a, with c0(a) > 0.

The agent�s wage may depend on the realization of the signal. Thus, if the agent

faces a contract w(�) and takes action a, his expected utility isZ
v(w(x))f(xja)dx� c(a): (1)

The agent has reservation utility U . The agent�s action is not observable.

The inference problem: Imagine a wage schedule, wCR(�), that leaves the agent
exactly indi¤erent between all actions, orZ

v(wCR(x))f(xja)dx� c(a) = U for all a and some U � U: (2)

Note that for (2) to hold, v(wCR(x)) cannot be constant. Thus, v(wCR(x)) has strictly

positive variance. The econometrician knows the primitives of the model but does

4See Rao (1945) and Cramér (1946).
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not know the agent�s action. The problem is to infer a from the observed statistics

v(wCR(x)). By (2), this is an unbiased estimator of a. Since (2) holds for all a, it is

necessarily the case thatZ
v(wCR(x))

fa(xja)
f(xja) f(xja)dx = c

0(a) for all a. (3)

Since the likelihood-ratio has zero mean, the term on the left is the covariance between

utility and the likelihood-ratio, or

cov
�
v(wCR(X));

fa(Xja)
f(Xja)

�
= c0(a) > 0 for all a.

Restating this in terms of the correlation between the variables in question,

corr
�
v(wCR(X));

fa(Xja)
f(Xja)

�
=

c0(a)p
var (v(wCR(X)))

p
I(a)

> 0 for all a (4)

Since the correlation coe¢ cient can be at most one, it is now possible to conclude

that

var (v(wCR(X))) �
c0(a)2

I(a) for all a; (5)

thus obtaining the CRLB on the estimator v(wCR(X)). Note that (5) holds regardless

of the agent�s actual action, a. Moreover, the variance of the agent�s net utility,

u(wCR(X); a), is the same as the variance of his gross utility of income, v(wCR(X)).

The contracting problem: In the contracting problem, the contract and there-

fore v(w(�)) is decided upon by the principal. There is thus no reason to expect that
(2) holds. It is more likely that the agent�s expected utility will depend on the ac-

tion he chooses to take. The rational agent will choose an action that maximizes his

expected utility. Knowing this, the principal who wants to entice the agent to take

a speci�c action, a�, must thus write a contract wa�(x) that ensures that the agent�s

expected utility is maximized at a�. Assuming a� is interior, this necessitates that

expected utility is at a stationary point at a = a�, i.e.Z
v(wa�(x))

fa(xja�)
f(xja�) f(xja

�)dx = c0(a�) (6)
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or

cov
�
v(wa�(X));

fa(Xja�)
f(Xja�)

�
= c0(a�) > 0:

Note that the likelihood-ratio features prominently in this necessary condition. This

explains why the likelihood-ratio plays a large role in the optimal contract, as indi-

cated by the quote from Holmström (1979). Unless stated otherwise, it is assumed

that a contract that satis�es (6) exists.

The key point is that (6) is a �local�version of (3). By design, there is no �rst-

order e¤ect of a change in a marginally away from a�. Whereas (3) follows from

the assumption that the estimator is unbiased, (6) follows from the requirement of

incentive compatibility. In the contracting problem, the principal knows that a = a�

by incentive compatibility (although he does not actually observe the action). Given

the particular contract wa�(x) and the particular action a�, the steps from (3) to (5)

can be replicated. The conclusion is recorded in the next proposition.

Proposition 1 Any incentive compatible contract that induces action a� must satisfy

var (v(wa�(X))) �
c0(a�)2

I(a�) (7)

when a� is interior.

If the set of actions A is compact, then (7) also holds for the maximal element,

i.e. the highest possible action. In that case, incentive compatibility requires that

the left hand side in (6) must be no smaller than the right hand side. The rest of the

proof is una¤ected. However, (7) does not hold at the lowest possible action. The

reason is that a �at wage, with zero variance, is incentive compatible in that case.

More formally, the left hand side in (6) may be strictly smaller than the right hand

side, in which case the proof falls apart.

The di¤erence between (5) and (7) is that the contract is �xed in the former but

that it varies with a� in the latter. Finally, note that no assumptions have been made

about the principal�s risk preferences, the monotonicity of the likelihood-ratio, the

existence of minimum or maximum wages, or whether the participation constraint

is binding. On the other hand, minimum and maximum wages may rule out the

existence of an incentive compatible contract in the �rst place.

Minimum and maximum wages: Minimum and maximum wages limit the range of
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the agent�s utility. Thus, it may be impossible to generate enough variability to satisfy

incentive compatibility. This issue has been recognized before, e.g. by Jewitt, Kadan,

and Swinkels (2008). However, with (7) in hand, conditions under which minimum

and maximum wages present an obstacle to implementation can be provided.

Let w and w denote the minimum and maximum wage, respectively, and assume

for now that both are �nite and in the domain of v(�). Then, the range of the agent�s
utility is clearly restricted to the bounded interval [v(w); v(w)]. There is a limit to

how much variability any distribution over such a bounded interval can exhibit. In

fact, it is known from Popoviciu�s inequality that any distribution (even ignoring

incentive compatibility issues) must satisfy

var(v(w(X))) � (v(w)� v(w))2

4
: (8)

Evidently, there may be a con�ict between (7) and (8).5

Corollary 1 The interior action a� cannot be implemented if

c0(a�)2

I(a�) >
(v(w)� v(w))2

4
: (9)

Note that Corollary 1 does not rely on the agent�s reservation utility. Similarly, it

does not rely on the level of the agent�s costs, only on the marginal costs. Moreover,

only the span v(w)�v(w) is used, whereas the curvature of the agent�s utility function
�or the degree of risk aversion �on the interval [w;w] is irrelevant. Thus, Corollary

1 is as �details free�as possible. Finally, (9) can be rewritten

1

2

p
I(a�) < c0(a�)

v(w)� v(w) ; (10)

where the right hand side refers to basic properties of the agent�s preferences and the

left hand side to an aggregate property of the information system. Thus, (10) points

to the possibility that better information systems as measured by Fisher Information

may expand the set of implementable actions.

5Note that Popoviciu�s upper bound makes no use of the expectation of the distribution, U+c(a).
Thus, the following result is independent of the agent�s reservation utility. The Bhatia-Davis upper
bound is tighter but it does make use of the expectation. See Bhatia and Davis (2000) for a
comparison of the two bounds.
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A more direct method can also be used to infer when minimum and maximum

wages cause problems for implementation. Clearly, the left hand side of (6) is max-

imized with a contract that stipulates that w = w for negative likelihood-ratios

and that w = w for positive likelihood-ratios. To illustrate, assume the signal is

one-dimensional and that the strict monotone likelihood-ratio property holds (i.e.

fa=f is strictly increasing in x). Let bxa� denote the value of the signal for which
the likelihood-ratio is zero. Then, the left hand side of (6) can be no greater than

� (v(w)� v(w))Fa(bxa�ja�). Note that by the strict monotone likelihood-ratio prop-
erty (MLRP), Fa < 0 for all interior x. Thus, action a� cannot be implemented

if

�Fa(bxa�ja�) < c0(a�)

v(w)� v(w) : (11)

By construction, (11) is a tighter bound than (10). The former also relies only on

a local property of the information system, whereas the latter relies on a global

property. However, in cases where the MLRP does not hold or where the signal is

many-dimensional, it may be more cumbersome to calculate the marginal e¤ect of a

change in a on the probability that the likelihood-ratio is negative or positive.

As stated, Corollary 1 assumes both a minimum and a maximum wage. However,

the same problem arises with only a minimum wage if the utility function is bounded

above. For instance, consider an agent with constant absolute risk aversion, or v(w) =

1 � e�rw, r > 0. Assume a minimum wage of zero. Then, the agent�s utility can be

made no smaller than zero and no higher than one. Hence, the variance of the

agent�s utility cannot exceed one-quarter, by (8). Thus, any interior action a� with

I(a�) < 4c0(a�)2 cannot be implemented.

Linear utility schedules: The step from (4) to (5) makes it clear that the CRLB

is achieved if and only if the utility and the likelihood-ratio are perfectly correlated.

Perfect correlation occurs only if the two are linearly related. Imagine for now that

this is the case, such that utility is a linear function of the likelihood-ratio almost

always. With such a speci�cation, (6) immediately gives the slope that is required for

incentive compatibility. Similarly, (1) yields the intercept required to give the agent

expected utility U from action a�. Thus, given U , the contract wa�(x) must be such

that the utility schedule is linear, or

v(wa�(x)) = U + c(a
�) +

c0(a�)

I(a�)
fa(xja�)
f(xja�) (12)
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almost always. Note, however, that it may not be optimal for the principal to con-

struct a contract that makes the CRLB bind. Moreover, it is not always the case

that a wage exists for which (12) holds. Finally, even though (12) satis�es (6), recall

that the latter is necessary but not su¢ cient for incentive compatibility. Hence, the

contract in (12), even if it exists, need not generally be incentive compatible.

3 A linear regression

This section begins by pointing out a complementary relationship between a standard

estimation problem and certain aggregate properties of incentive compatible utility

schedules. It concludes with an observation concerning continuous utility schedules.

The estimation problem: Consider the following thought experiment in which an

econometrician knows a�. The data she observes is v(wa�(x)) and the likelihood-ratio.

She uses the latter to explain the former using a linear regression. That is, v(wa�(x))

is �tted to a linear function, �+�fa=f , by choosing � and � to minimize the squared

errors,

SE(�; �) = E

"�
v(wa�(X))� �� �

fa(Xja�)
f(Xja�)

�2#
Before deriving the optimal regression line, it is useful for future reference to begin by

considering arbitrary � and �. Let v denote the expectation of v(wa�(X)), or using

the notation from the previous section, v = U + c(a). Then, the squared errors are

SE(�; �) = E

"�
(v(wa�(X))� v) +

�
v � �� �fa(Xja

�)

f(Xja�)

��2#

= var (v(wa�(X))) + E

"�
v � �� �fa(Xja

�)

f(Xja�)

�2#

�2�cov
�
v(wa�(X));

fa(Xja�)
f(Xja�)

�
= var (v(wa�(X))) + E

"�
v � �� �fa(Xja

�)

f(Xja�)

�2#
� 2�c0(a); (13)

where the last equality follows from the fact that the data satis�es (6). Note that the

last two terms are independent of the incentive compatible utility schedule that is

being used. Thus, two di¤erent utility schedules can now be compared. In particular,
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for any �xed (�; �), it can be determined which utility schedule has higher variance

by simply comparing the squared errors. This property will be useful in Section 5.

Returning to the problem of selecting (�; �) to minimize the squared errors, the

�rst order conditions for � immediately yields

� = v =

Z
v(wa�(x))f(xja�)dx; (14)

when it is remembered that the likelihood-ratio has mean zero. The right hand side

is the agent�s expected utility from income. If the participation constraint is binding,

this must equal U + c(a�), independently of the agent�s utility function. The �rst

order condition for � now yields

� =
c0(a�)

I(a�) : (15)

Thus, the slope of the regression is the same regardless of the agent�s utility function

v and whether the participation constraint is binding or not. This is intuitive when

� is interpreted as the �average� strength of incentives. After all, incentives must

stay constant if the same a� is implemented. Thus, the wage schedule adjusts with

the utility function v to guarantee that incentives are unchanged on balance. In

fact, � can be thought of as the average piece-rate in utils, but as a rate on the

likelihood-ratio rather than the signal x. For the same reason, � is the same across all

contracts that induce a�. Finally, � has the intuitive property that steeper incentives

are required the steeper the agent�s marginal costs are. Likewise, it is intuitive that

�atter incentives are required on average when the signal is more informative, i.e.

when Fisher Information is high. The following proposition summarizes.

Proposition 2 Any OLS regression of utility on the likelihood-ratio yields parameter
estimates described by (14) and (15) when a� is interior. If the participation constraint

binds, then � = U + c(a�).

The fact that � is the same for all utility functions v and all incentive compat-

ible contracts is reassuringly intuitive and perhaps even obvious. However, this is

a consequence of having speci�ed the problem the �right�way, focusing on utility

schedules. In comparison, using the mapping from signal to wage is much more com-

plicated and gives no easy measure of incentives. To illustrate, assume the signal is

one-dimensional. Fix the utility function v and consider some di¤erentiable incentive
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compatible contract w(x) that satis�es (6). Now construct a new contract, w"(x) such

that u(w"(x)) = u(w(x))� ".6 Clearly, this contract also satis�es (6). However, when
" > 0 it can be veri�ed that w0"(x) < w

0(x) for all x. Thus, one contract is globally

�atter than the other, yet they provide the same incentives. For another example,

consider the set of linear contracts, w(x) = i + sx. By construction, any such wage

schedule has constant slope. One might hope that the slope alone summarizes incen-

tives. However, there is generally a continuum of (i; s) pairs that satisfy (6). Thus,

not all linear and incentive compatible wage schedules have the same slope.

As mentioned, average incentives are �atter the higher Fisher information is. In-

tuitively, the information system conveys more information and incentives can then

be provided more e¤ectively. Indeed, the existing literature contains clear hints that

Fisher Information is important for the contracting problem. For instance, Kim (1995)

proves that one information system is more pro�table than another if the likelihood-

ratio in the former system is a mean-preserving spread over the likelihood-ratio in the

latter system.7 Clearly, the �rst information system has higher Fisher Information,

since the variance of the likelihood-ratio must be higher. The above result is consis-

tent with Kim�s (1995) result in the sense that it suggests that weaker incentives are

required when the more informative information system is used.

As Kim (1995) points out, his result can be seen as generalizing the Informa-

tiveness Principle in Holmström (1979). The Informativeness Principle implies that

additional signals are valuable if and only if they are informative in the sense that

they add extra information to the problem of inferring a from the set of signals. If

the additional signals are informative, then it follows from Kim (1995, Proposition 2)

that Fisher Information is higher with the larger information system.

Using (14) and (15), note that the estimated value of utility perfectly coincides

with (12). Thus, the �estimated�utility schedule satis�es the minimal condition for

incentive compatibility in (6) and simultaneously gives the agent the same utility as

the real contract. Likewise, it achieves the CRLB.

Continuous utility schedules: In general, a contract may stipulate di¤erent

wages for two di¤erent signals realizations even if the two realizations carry the same

likelihood-ratio. In such circumstances, the utility schedule is not a single-valued

function, as any given value of the likelihood-ratio may be associated with di¤erent

6The two contracts yield di¤erent utility but this has no bearing on incentive compatibility.
7Kim (1995) assumes that the principal is risk neutral and that the �rst-order approach is valid.
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utility levels (or wages). This property has no bearing on the preceding analysis; it

is a conceptual headache only. However, the implications of Proposition 2 are more

easily illustrated for better behaved utility schedules. Thus, consider utility schedules

that are single-valued and continuous. That is, all signals realizations with the same

likelihood-ratio yield the same wage. Moreover, the wage and thus the agent�s utility

is continuous in the likelihood-ratio. Naturally, (12) has these properties. In the more

restrictive environments considered in the next two sections, optimal contracts also

yield single-valued and continuous utility schedules.

The objective here is to compare any two single-valued, continuous, and incentive

compatible utility schedules that induce the same action and give the same expected

utility. First, the two schedules must coincide at least once, lest one yield higher

expected utility than the other. From Proposition 2, the two schedules also share

the same regression line. This suggests that the two must coincide more than once.

Otherwise, one would seem to be steeper than the other on average, contradicting that

the regression line is the same. This intuition can easily be con�rmed formally. To do

so, let w0a�(x) and w
1
a�(x) denote the two contracts. These translate into two utility

schedules, V 0a�(l) and V
1
a�(l), respectively, where l represents the likelihood-ratio.

Lemma 1 Any two distinct single-valued and continuous utility schedules that induce
the same interior action and give the same expected utility must coincide more than

once. There exists no bl such that V 0a�(l) � V 1a�(l) < 0 (or V 0a�(l) � V 1a�(l) > 0) for all
l < bl and V 0a�(l)� V 1a�(l) � 0 (or V 0a�(l)� V 1a�(l) � 0) for all l > bl.
Proof. By contradiction, assume the two utility schedules are related as in the last
part of the lemma. From (6), the two utility schedules have the same covariance with

the likelihood-ratio. Since the two schedules also share the same expected utility, it

follows thatZ
v(w0a�(x))

�
fa(xja�)
f(xja�) �

bl� f(xja�)dx =Z v(w1a�(x))

�
fa(xja�)
f(xja�) �

bl� f(xja�)dx
or Z �

v(w0a�(x))� v(w0a�(x))
��fa(xja�)

f(xja�) �
bl� f(xja�)dx = 0:

However, this contradicts the assumption that V 0a�(l)�V 1a�(l) < 0 (or V 0a�(l)�V 1a�(l) >
0) for all l < bl and V 0a�(l)�V 1a�(l) � 0 (or V 0a�(l)�V 1a�(l) � 0) for all l > bl. This proves
the second part of the lemma. The �rst part follows.
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4 Optimal contracts and Cramér-Rao

Thus far, focus has been on establishing basic linkages between inference and estima-

tion problems on the one hand and the moral hazard problem on the other hand. The

remainder of the paper utilizes these links to obtain economic insights into the struc-

ture of optimal contracts and how this structure depends on the underlying utility

function v. Note that the discussion in the previous sections assumed only that the

contract is locally incentive compatible, not necessarily that is it optimal. Focusing

on optimal contracts means that the contract must have a more speci�c structure,

which can then be exploited. This section establishes a family of utility functions

for which the CRLB is tight, by which is meant that (7) binds for all interior a� (or

without knowing what the second-best action is). The next section describes how

optimal utility schedules di¤er across underlying utility functions.

To describe and exploit the structure of optimal contracts, a smaller set of envi-

ronments are considered from now on. First, it is assumed that the principal is risk

neutral. Thus, for any a� that he might wish to implement, the optimal contract

must ensure participation and incentive compatibility at the lowest possible expected

cost. Which action is optimal to induce generally depends on the principal�s direct

bene�t over x or a. To avoid loss of generality, this is not speci�ed. Hence, the main

question of this section is to uncover whether there are utility functions such that (7)

binds for all interior a�, given the optimal contract that implements action a� is used.

The next assumptions concern the agent�s technology, f , and his utility function,

v. It is assumed that any contract that optimally implements a� involves only wages

in the interior of the domain of v. Thus, binding minimum and maximum wages are

ruled out at this stage. It is well-known that the participation constraint must bind

as a consequence. From Proposition 2, the coe¢ cients in the linear regression are thus

independent of the agent�s utility function, albeit the universe of permissible utility

functions has been restricted. Recall, however, that the CRLB can never be achieved

if there is a binding minimum or maximum wage.

Finally, it is assumed that the �rst-order approach is valid, in the following sense.

When o¤ered the contract that optimally implements a�, the agent strictly prefers a�

to any other action. The practical use of this assumption is that (6) is necessary and

su¢ cient for incentive compatibility.8 This of course further restricts the universe of

8The �rst rigorous justi�cation of the �rst-order approach was given by Rogerson (1985) for
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permissible utility functions. Without the �rst-order approach, more constraints are

imposed on the contract which may make it even harder to achieve the CRLB.

In short, the three assumptions described above simplify the characterization of

the optimal contract as much as possible. Thus, any environment that satis�es the

assumptions are henceforth referred to as a simple contracting environment. These

assumptions are commonplace in contract theory. Under these assumptions, it is

well-known that the optimal contract that induces some interior a� is implicitly char-

acterized by
1

v0(wa�(x))
= �a� + �a�

fa(xja�)
f(xja�) : (16)

Here, �a� > 0 is the multiplier to the binding participation constraint and �a� is

the multiplier to the incentive constraint, (6). Jewitt (1988) proved that �a� > 0 in

any simple contracting environment. Holmström�s (1979) quote in the introduction

is based on (16). Note that the wage is continuous in the likelihood-ratio. Thus, the

utility schedule is single-valued and continuous.

Next, (16) implies that the reciprocal of the agent�s marginal utility is a linear

function of the likelihood-ratio. Recall that the CRLB is achieved for a given a� only

if the agent�s utility is a linear function of the likelihood-ratio. Put together, the

CRLB is achieved if and only if there is a linear relationship between the reciprocal

of the agent�s marginal utility and his utility, i.e. if and only if there exists constants

ta� and sa� such that
1

v0(wa�(x))
= ta� + sa�v(wa�(x)) (17)

for all x. Since v is strictly increasing and strictly concave, sa� must be strictly

positive. The range of wa�(x) may depend on a�, but it is clear that (17) holds for

all interior a� in a simple contracting environment if there are constants t and s > 0

such that
1

v0(w)
= t+ sv(w) (18)

for all w in the domain of v. That is, (18) is su¢ cient for (17) to hold for all interior

a�. However, (18) is just an ordinary di¤erential equation. Any increasing solution

must be proportional to
p
k + bw, with the restrictions that b > 0 and k + bw � 0.

Utility functions of this form will be said to be in the square-root family.

the case where the signal is one-dimensional. Jewitt (1988), Conlon (2009), Jung and Kim (2015),
and Kirkegaard (2017) o¤er further justi�cations, including some that allow the signal to be multi-
dimensional.
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Having v(w) fall in the square-root family is �almost�su¢ cient for the CRLB to

be tight. The caveat is that the optimal contract must involve only interior wages for

all interior a�, but this is satis�ed by assumption in simple contracting environments.

Conversely, v(w) in the square-root family is �almost� necessary as well, because

otherwise (18) must be violated. The caveat in this case is that (18) is irrelevant

for wages that are never o¤ered. Thus, it is necessary that v(w) is proportional top
k + bw for wages in the range of wa�(x) for some a�. LetWv denote the set of wages

that are o¤ered for some interior a�, given the utility function. That is, w 2 Wv if

there is some interior a� and some x for which w = wa�(x).

Proposition 3 The CRLB is tight in any simple contracting environment where v(w)
is in the square-root family. Conversely, the CRLB is not tight in any simple con-

tracting environment where v(w) is not proportional to
p
k + bw for a subset of Wv

of positive measure.

The literature contains several instances where a utility function in the square-

root family, albeit always with k = 0, has been used to illustrate the optimal contract

analytically. An advantage of the square-root family is that the optimal contract

can be characterized in closed form. Indeed, Holmström (1979) used just such an

example. The leading example in Jewitt, Kadan, and Swinkels (2008) also relies on

a square-root utility function. They explicitly note that Fisher Information plays an

integral role in determining the optimal contract in this case. Kirkegaard (2017) also

uses a square-root utility function to characterize the optimal contract in a specialized

model involving multi-tasking, again noting the role of Fisher Information.

The next section focuses on comparing optimal utility schedules for di¤erent utility

functions. However, Proposition 3 gives rise to a preliminary observation. Given

any utility function in the square-root family, the optimal utility schedule is linear.

Thus, utility coincides with (12), with U = U . Note that the right hand side of

(12) is invariant to the parameters of the square-root utility function. Thus, the wage

schedule adjusts to give the agent the same utility schedule regardless of which utility

function in the square-root family he starts with.9 Note that two di¤erent square-

root utility functions are not generally related through an a¢ ne transformation. Thus,

9Recall, however, the restriction that the utility function must be such that (12) can be imple-
mented with wages in the interior of the utility function�s domain. Moreover, reservation utility is
held constant.
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the agent�s degree of risk aversion di¤er across these utility functions, yet the optimal

utility schedule does not.

To reiterate, the wage schedule is in the background. In the square-root family, the

wage must be a quadratic function of the likelihood-ratio in order to generate a linear

utility schedule. Depending on the curvature of the likelihood-ratio, the wage schedule

may therefore be a locally concave or convex function of the signal. Consequently,

di¤erent information systems will give rise to wage schedules that look qualitatively

quite di¤erent, even when the agent�s utility function is held constant. However, once

the wage schedule is translated into a utility-schedule, and the likelihood-ratio taken

to be the primitive, all information systems produce the same compensation structure

for the square-root family. The only di¤erence between information systems is that

the range of utility depends on the range of the likelihood-ratio.

5 Carrots and sticks in optimal contracts

In simple contracting environments, (16) characterizes the optimal wage schedule,

wa�(x), which can then be used to calculate utility, v(wa�(x)). Jewitt (1988) thus

writes utility as

v(wa�(x)) = !

�
�a� + �a�

fa(xja�)
f(xja�)

�
; (19)

with

!(z) = v
�
(v0)

�1
(1=z)

�
; z > 0;

and where (v0)�1 refers to the inverse of marginal utility. One way of interpreting (19)

is to think of z = �a�+�a�
fa(xja�)
f(xja�) as an �information index�that has been �calibrated�

to the speci�c contracting problem, re�ecting the agent�s utility function as well as the

participation and incentive compatibility constraints. Then, ! maps the information

index into utility, thus capturing how well the agent is rewarded in utils for a given

information index. One di¢ culty of comparing optimal contracts across di¤erent

contracting problem is that ! and the information index change simultaneously.

Utility functions in the square-root family has the special feature that ! is linear.

Hence, the contract rewards an increase in the unit of information (the likelihood-

ratio) at a constant piece-rate (measured in utils). Consider next the case where ! is

strictly concave. Clearly, a marginal increase in the unit of information is rewarded

at a decreasing rate (measured in utils). This immediately suggests that incentives
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are provided with a �stick,� in the sense that failure is punished severely and that

the agent�s main motivator therefore is fear of failure. Conversely, convex ! would

in this interpretation mean that the agent is motivated by means of a �carrot.� In

comparison, incentives are balanced between sticks and carrots in the benchmark case

with a linear !, since a marginal increase in the unit of information is rewarded at a

constant rate.

These features summarize qualitative properties of the optimal utility schedule

for a given contracting problem. The purpose of this section is to add quantitative

insights as well. In particular, the question here is what happens to the size of the

carrot or stick as the agent�s utility function, or !, changes. Throughout, the action

a� that is to be induced is held constant and reservation utility, U , is �xed, for now.

To develop a sense of quantitative properties of optimal utility schedules, an easy

place to start is to compare linear ! with strictly concave or convex !. The �rst

result is a direct consequence of Lemma 1. It is primarily a reminder that utility

schedules can be compared across di¤erent !. For ease of notation, let l denote the

likelihood-ratio.

Proposition 4 In any simple contracting environment where ! is strictly concave
or strictly convex, it must hold that ! (�a� + �a�l) crosses U + c(a

�) + c0(a�)
I(a�) l exactly

twice. Thus, if ! is strictly concave (convex) then low and high likelihood-ratios are

awarded lower (higher) utility than if ! is linear.

The quote by Holmström (1979) suggests that likelihood-ratios that are very low

or very high are very informative. In this sense, Proposition 4 can be seen to reveal

how the optimal contract reacts to the information contained in the signal. For

instance, when ! is convex, the agent is rewarded more in utils for very informative

observations (those with very high or low likelihood-ratios) than is the case in the

benchmark, and punished more for less informative observations.

The next question is how Proposition 4 can be extended to allow comparison

across di¤erent concave or di¤erent convex !. The answer comes from identifying

conditions under which it can once again be established that optimal utility schedules

for di¤erent ! cross exactly twice. Thus, compare two agents, agent 0 and agent 1,

with di¤erent utility functions. Let !0 and !1 denote the two di¤erent functions that

are being compared and let v0 and v1, respectively, denote the utility functions from

which they are derived. Note that it is not quite enough to just assume that !0 is
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a concave transformation of !1 or vice versa. The reason is that the multipliers are

not necessarily the same; the information index depends on the contracting problem.

Thus, let the multipliers in the two problems be denoted
�
�0a� ; �

0
a�
�
and

�
�1a� ; �

1
a�
�
,

respectively. Finally, let !�10 denote the inverse of !0.

The key assumption is that t(z) = !�10 (!1(z)) is strictly concave. Stated di¤er-

ently, !0 and !1 are related through a strictly increasing and strictly concave function,

t(z), for which !0(t(z)) = !1(z). Thus, t(z) is a transformation of agent 1�s informa-

tion index that ensures that agent 0 with information index t(z) experiences the same

utility as agent 1 with information index z. By concavity, an increase in agent 1�s

information index must increase agent 0�s information index at a decreasing rate in

order for agent 0�s utility to catch up to agent 1�s utility. Since the information indices

are linear in the likelihood-ratio, the implication is that agent 0 must improve the

likelihood-ratio at a decreasing pace to keep up with agent 1 when agent 1 produces

a better likelihood-ratio.

Proposition 5 Assume that !�10 (!1(z)) is strictly concave. Then, !0(�
0
a� + �

0
a�l)

crosses !1(�
1
a� + �

1
a�l) exactly twice as functions of the likelihood-ratio, l. The �rst

crossing is from above and the second from below. Hence, an agent characterized

by !1 is rewarded with lower utility for low and high likelihood-ratios than an agent

characterized by !0.

Proof. By Lemma 1, !0(�0a� + �
0
a�l) and !1(�

1
a� + �

1
a�l) must coincide at least twice.

Note that

!0(�
0
a� + �

0
a�l)� !1(�1a� + �1a�l) ? 0() !0(�

0
a� + �

0
a�l) ? !1(�1a� + �1a�l)

() �0a� + �
0
a�l ? !�10

�
!1(�

1
a� + �

1
a�l)
�

() �0a� + �
0
a�l � !�10

�
!1(�

1
a� + �

1
a�l)
�
? 0:

By assumption, the left hand side in the last inequality is strictly convex in l. Thus,

!0(�
0
a� + �

0
a�l) and !1(�

1
a� + �

1
a�l) must coincide exactly twice. Similarly, !0(�

0
a� +

�0a�l)�!1(�1a� +�1a�l) must be �rst positive, then negative, then positive. The rest of
the Proposition follows.

To illustrate Proposition 5, assume that both !0 and !1 are concave. Hence,

both agents are incentivized with a stick. However, the second agent is threatened

with a bigger stick than the �rst agent. That is, he is punished more severely for
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low likelihood-ratios. He is also rewarded less generously for high likelihood-ratios.

Relating this back to the previous discussion of the CRLB, it seems intuitive that the

second agent experiences greater variance in utility than the �rst.

Corollary 2 Assume that !0 and !1 are concave and that !�10 (!1(z)) is strictly

concave. Let w0a�(x) and w
1
a�(x) denote the optimal wage schedules under !0 and

!1, respectively. Then, the agent characterized by !1 experiences greater variance in

utility, or

var
�
v1(w

1
a�(X))

�
> var

�
v0(w

0
a�(X))

�
.

Proof. By Proposition 5, !0(�0a�+�
0
a�l) crosses !1(�

1
a�+�

1
a�l) twice, �rst from above

and then from below. Now �x the straight line that goes through these two points.

Since !0(�
0
a�+�

0
a�l) and !1(�

1
a�+�

1
a�l) are concave, both curves cross the straight line

twice, �rst from below and then from above. It follows that for any l, !1(�
1
a� + �

1
a�l)

is further from the straight line than !0(�
0
a� + �

0
a�l) is. In other words, the former

has strictly larger squared errors. The result then follows from (13).

To complement Proposition 5, consider the special case where !�10 (!1(z)) is linear.

This occurs, for instance, if two utility-functions in the square-root family are com-

pared. As was pointed out after Proposition 3, the optimal utility schedules coincide

in that case. This is a property that holds whenever !�10 (!1(z)) is linear.

Proposition 6 Assume that !�10 (!1(z)) is linear. Then, the two utility schedules

coincide. That is,

!0(�
0
a� + �

0
a�l) = !1(�

1
a� + �

1
a�l)

for all l, or, equivalently, v0(w0a�(x)) = v1(w
1
a�(x)) for all x.

Proof. Following the steps in Proposition 5, note that �0a�+�
0
a�l�!�10

�
!1(�

1
a� + �

1
a�l)
�

is linear in l, by assumption. Since !0(�
0
a� + �

0
a�l) must coincide with !1(�

1
a� + �

1
a�l)

at least once, it now follows that the two functions either coincide exactly once or

that they always coincide. However, the �rst possibility is ruled out by Lemma 1.

The remainder of the section provides examples that illustrate Propositions 5�6

while attempting to relate the properties of !�10 (!1(z)) back to the underlying utility

functions. Note that !�10 (!1(z)) = t(z) is strictly concave if and only if

t0(z) =
!01(z)

!00(!
�1
0 (!1(z)))
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is strictly decreasing. Evaluating this at z = !�11 (y), it is required that

t0(!�11 (y)) =
!01(!

�1
1 (y))

!00(!
�1
0 (y))

(20)

is strictly decreasing in y. That is, when !0 and !1 are evaluated at the same level of

utility, y, the ratio of their derivatives is monotonic in y. To interpret the derivative

of !i, start from Jewitt�s (1988) observation that

!0i(1=v
0
i(w)) = �

v0i(w)
3

v00i (w)

or, from (16),

!0i

�
�a� + �a�

fa(xja�)
f(xja�)

�
= �v

0
i(w

i
a�(x))

3

v00i (w
i
a�(x))

:

Now evaluate this at utility y, i.e. at some x where wia�(x) = v
�1
i (y). Here,

!0i
�
!�1i (y)

�
= �v

0
i(v

�1
i (y))

3

v00i (v
�1
i (y))

= v0i(v
�1
i (y))

2

�
�v

00
i (v

�1
i (y))

v0i(v
�1
i (y))

��1
= 2

�
d (v0i(w)

�2)

dw
jw=v�1i (y)

��1
:

The second equality relates !0i
�
!�1i (y)

�
to marginal utility and the coe¢ cient of

absolute risk aversion. The third equality relates it to the slope of v0i(w)
�2. Note

that for square-root utility, v0i(w)
�2 is linear and so !0i

�
!�1i (y)

�
is independent of y.

Hence, it is trivially true that (20) is constant when comparing two utility functions

in the square-root family. However, (20) may be constant even when !0i
�
!�1i (y)

�
depends on y. The following examples illustrate some implications of the analysis for

comparisons across utilities in CARA and CRRA families.

Constant relative risk aversion: Consider the family of utility functions v(w) =

w, w � 0,  2 (0; 1). It can be veri�ed that !(z) = (z)


1� , which is strictly concave

if  2
�
0; 1

2

�
and strictly convex if  2

�
1
2
; 1
�
. Comparing two agents with parameters

0 and 1, respectively, produces the conclusion that

!�10 (!1(z)) =
1

0
(1z)

1(1�0)
0(1�1) :

Note that !�10 (!1(z)) is concave if and only if 0 > 1. It follows from Proposition

5 that the agent with lower  �the more risk averse agent �is incentivized with a

21



bigger stick than the agent with higher . Similarly, Corollary 2 allows a pairwise

comparison of any 0 and 1 that are both below
1
2
. The argument can be extended

to cover comparisons between 0 and 1 that are both above
1
2
. From this it follows

that the agent�s variance in utility is u-shaped in . Thus, variance in utility is not

monotonic in the agent�s degree of relative risk aversion. These results are summarized

next. It can be veri�ed that Corollary 3 also holds if CRRA utility is formulated as

v(w) = 1

w.

Corollary 3 For CRRA preferences, the agent is rewarded lower utility for high and
low likelihood-ratios the more risk averse he is. Moreover, the agent�s variance in

utility is u-shaped in .

Constant absolute risk aversion I: Consider next utility functions in the family

v(w) = 1 � e�rw; r > 0, and where w 2 R. It can be veri�ed that !(z) = 1 � 1
rz
.

Evidently, !(z) is strictly concave for all r > 0. Comparing two agents with parameter

r0 and r1, respectively, yields

!�10 (!1(z)) =
r1z

r0
;

which is linear in z. Thus, Proposition 6 applies. Hence, the two utility schedules

always coincide. Stated di¤erently, the utility schedule is independent of r.

Corollary 4 For CARA preferences of the form v(w) = 1� e�rw; r > 0, the optimal
utility schedule is independent of r.

It follows that rwa�(x) is independent of r for any given x. Thus, wages are simply

scaled with r, but the induced utility schedule does not change with r. In practice, it

is necessary to use numerical simulations to derive the actual wage schedule. However,

once this has been done for some arbitrary r, then the optimal wage schedule for other

r can easily be inferred. Similarly, if the validity of the �rst-order approach can be

established for some r, then it carries over to all other possible values of r, r > 0.

Constant absolute risk aversion II: Consider now a formulation of constant

absolute risk aversion in which

v(w) =
1� e�rw

r
; r > 0:
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Here, !(z) = 1
r

�
1� 1

z

�
, which is concave in z. When r0 < r1,

!�10 (!1(z)) =

�
1� r0

r1
(1� z�1)

��1
;

which is strictly concave in z. Hence, Proposition 5 and Corollary 2 apply. In this

case, the more risk averse agent (the agent with r = r1 > r0) is once again threatened

with a bigger stick and rewarded with a smaller carrot. Likewise, the more risk averse

agent experiences greater variance in utility.

Corollary 5 For CARA preferences of the form v(w) = 1�e�rw
r

; r > 0, the agent is

rewarded lower utility for high and low likelihood-ratios the more risk averse he is.

Moreover, the agent�s variance in utility is increasing in the degree of risk aversion.

Corollaries 4 and 5 may seem to be contradictory. However, note that the con-

tracting problem for an agent with v(w) = 1�e�rw
r

is equivalent to a contracting

problem in which the agent�s Bernoulli utility function is u(w; a) = 1� e�rw � rc(a)
and his reservation utility is rU . This formulation of the problem may make it easier

to compare Corollaries 4 and 5. In particular, it is �as if�the agent�s utility of income

is the same in Corollaries 4 and 5 but that his cost function and reservation utility

change linearly in r in Corollary 5 and are independent of r in Corollary 4.

Finally, note that Proposition 4 can be used to bound the wages for very low and

very high likelihood-ratios. For instance, for CRRA utility, ! is strictly concave when

 2
�
0; 1

2

�
, in which case Proposition 4 implies that v(wa�(x)) is small compared to

U + c(a�) + c0(a�)
I(a�)

fa(xja�)
f(xja�) when the likelihood-ratio is low or high. Thus,

w �
�
U + c(a�) +

c0(a�)

I(a�)
fa(xja�)
f(xja�)

� 1


(21)

in those cases. The inequality is reversed if  2
�
1
2
; 1
�
. These bounds complement

those that follow trivially from the participation constraint. In particular, the contract

must be such that v(wa�(x)) � U + c(a�) when the likelihood-ratio is small and such
that v(wa�(x)) � U + c(a�) when the likelihood-ratio is high.
Instead of holding reservation utility �xed as the utility function is varied, it

may be more reasonable to �x the outside option and reevaluate the utility that this

brings. For instance, imagine the outside option is a �xed wage, bw, and that this can
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be obtained without incurring any costs. In this case, reservation utility is simply

v( bw). The concern is then that reservation utility may not be comparable across
agents with di¤erent utility functions. However, this issue may sometimes be �xed by

an appropriate normalization of bw. For instance, for CARA utility, reservation utility
is independent of r if bw = 0. For CRRA utility, reservation utility is independent of
 if bw = 0 or bw = 1. However, even if this �x is not appropriate, (21) still applies
once U is replaced with v( bw).
6 Discussion and an extension

The results in Sections 2 and 3 can be generalized to a more �exible utility function.

In particular, assume that the agent�s Bernoulli utility function can be written as

u(w; a) = k(a)v(w) � c(a). Grossman and Hart (1983) consider this type of utility
function. The utility function considered thus far obtains when k(a) is constant.

Another interesting special cases arises when c(a) = 0 and k(a) = ert(a), v(w) =

�e�rw, in which case u(w; a) = �e�r(w�t(a)). Thus, it is as if costs are monetary and
the agent exhibits constant absolute risk aversion over total income. This is one of

the three key ingredients in the Linear-Exponential-Normal (LEN) model originating

with Holmström and Milgrom (1987). The other two assumptions restrict the set of

contracts to be linear and the noise to be normally distributed. These assumptions

are not needed here.

Given the contract, the agent�s expected utility isZ
(k(a)v(w(x))� c(a)) f(xja)dx:

A contract wa�(x) that induces the agent to take action a� must as before ensure that

expected utility attains a stationary point at a�, orZ
(k0(a�)v(wa�(x))� c0(a�)) f(xja�)dx+

Z
(k(a�)v(wa�(x))� c(a�))

fa(xja�)
f(xja�) f(xja

�)dx = 0.

(22)

The second term is, again, the covariance between the agent�s utility and the likelihood-

ratio. If the agent�s expected utility is U , then the �rst term equals

k0(a�)

Z
v(wa�(x))f(xja�)dx� c0(a�) = k0(a�)

U + c(a�)

k(a�)
� c0(a�):
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Hence, (22) becomes

cov
�
u(wa�(X); a

�);
fa(Xja)
f(Xja)

�
= c0(a�)� k0(a�)U + c(a

�)

k(a�)
:

The last step is the same as in Section 2, leading to the conclusion that

var(u(wa�(X); a�)) �
1

I(a�)

�
c0(a�)� k0(a�)U + c(a

�)

k(a�)

�2
: (23)

Clearly, (23) reduces to (7) when k(�) is constant. The chief conceptual di¤erence
between (7) and (23) is that the latter relies on the agent�s expected utility when

k(�) is not constant. However, Fisher Information plays the same role as before. For
completeness, note that var(v(wa�(X)) =var(u(wa�(X); a�))= (k(a�))

2.

In the same vein, it is also straightforward to extend the linear regression in

Section 3. The dependent variable is u(w; a) and the independent variable is the

likelihood-ratio. Minimizing the sum of squared errors yields parameter estimates of

� = U , � =
1

I(a�)

�
c0(a�)� k0(a�)U + c(a

�)

k(a�)

�
: (24)

In the constant absolute risk aversion model described at the beginning of the

section, c0(a) = 0, k
0(a)
k(a)

= rt0(a) and U < 0. Hence, (23) is

var(u(wa�(X); a�)) �
(�rt0(a�)U)2

I(a�) ;

and (24) gives

� = U , � =
�rt0(a�)U
I(a�) ; (25)

where � is positive as long as the agent�s monetary costs are increasing in the ac-

tion, t0(a�) > 0. To strengthen the connection to the LEN model, note that if a

one-dimensional signal is normally distributed with unknown mean a and known

variance �2, then Fisher Information is I(a) = 1
�2
. Using the de�nition of average

incentives developed in this paper, note that these are given by � = (�rt0(a�)U)�2.
Thus, stronger incentives are required on average when the variance increases, simply

because the signal is less informative in this case.

In Holmström�s (1979) model, incentives depend in a complicated manner on the
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shape of the contract and the way in which the agent can manipulate the distribution

of the signal. In the LEN model, these complications are more or less washed away.

The LEN model assumes contracts are linear, such that w(x) = i + sx in the one-

dimensional case. Then, it is easy to see that a principal who wishes to induce

action a� must set s = t0(a�) in the LEN model. Thus, the slope of the contract can

be used to neatly describe incentives. In this sense, it is just plain easier to think

about contracts, and interpret them, in the LEN setting, although this is largely by

construction. However, note that s = t0(a�) is the same regardless of �2. Thus, by

this measure, incentives are independent of the quality of the information system, for

a �xed a�. On the other hand, the intercept of the wage schedule, i, adjusts with �2 in

order to maintain a binding participation constraint. The higher �2 is, the higher i is.

Intuitively, the agent is exposed to more risk and is compensated with a higher �xed

wage. In contrast, the measures in (25) imply a �xed component that is independent

of the quality of the information system but a variable component that depends on

the quality of information.

7 Conclusion

This paper focuses on comparing the contracting problem to inference and estimation

problems. An important aggregate property of any information system is its Fisher

Information. Here, it is shown that the amount of variability in the agent�s utility

that must be imposed to ensure incentive compatibility is bounded below in a manner

that relies crucially on Fisher Information. Thus, this establishes a counterpart to

the CRLB in inference problems. Moreover, the �average incentives�in any incentive

compatible contract is determined only by the agent�s marginal costs and Fisher

Information.

However, Fisher Information is only a summary statistics. Thus, it cannot in

general be expected to be rich enough to solve the moral hazard problem on its

own. Nevertheless, if the agent�s utility function is in the square-root family, then

the optimal contract in fact relies so heavily on Fisher Information that the CRLB is

tight. Indeed, the optimal utility schedule is the same for all utility functions in the

square-root family. The last part of the paper uses this observation as the starting

point to compare optimal utility schedules across di¤erent types of utility functions.

In some examples, the agent is threatened with a bigger stick and exposed to more
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variance in utility the more risk averse he is.

In general, it is impossible to characterize the optimal contract in closed-form.

Thus, numerical solutions are typically required.10 The paper�s �ndings can be used

as minimal checks on such numerical solutions. The variance in the agent�s utility

much exceed the CRLB, average incentives must take a speci�c value, and utility for

high and low values of the likelihood-ratio can often be bounded.
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